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1. INTRODUCTION

The Taverna WorkbenGhthe workflow environment from the myGHiqbroject, allows you to construct
networks of services (analysis tools, data sources, scripts...) into workflows. It also allows you to run those
workflows and see the results.

While this is sufficient for many use cases it is also possible to use the gatmewe used to write the
workbench in your own projects. This allows you to construct, manipulate and run workflows from your own
code. This is possible because we designed the code with a clear split between the workbench and the
underlying enactment ifnastructure.

The T2 platform is a set of APIs and technologies that simplify the process of integrating our code into yours.
For various reasons the Taverna core code makes use of facilities provided by the Java language such as
reflection and custontlas loading the platform insulates you from these more obscure corners of Java and
allows you to use the Taverna APIs just the same as you'd use any other library. In order to do this it also
handles the initialization and configuration of the various comgrds (such as the workflow enactor),
providing you with a set of instances of the various interfaces defined in the T2 API.

The overarching aim of the platform is to make doing the simple things easy and the less simple things
possible.

1.1.STRUCTURE

This guide starts with a section on platform initialization and some of the tools we use when develoyiite

these are optional your life will almost certainly be a lot easier if you use them. The tools in question are
Maven 2', and the appropriate plugn for your IDE of choice. In myGrid we use Edlipset equivalent plug

ins exist for all major Java IDEe to issues with the Eclipse Maven integration you will also need the
command line Maven tools.

Having read the first section you should be aoleset up the platform in the environment of your choice, and

can then pick one or more of the other sections. These deal with specific tasks you may want to use our APIs
for, such as programmatically assembling a workflow, invoking and monitoring, mgnadligins or
constructing user interfaces for workflow configuration.

This guide is complementary to the online source documentation (Javadoc) and it will be helpful to have this to
hand when reading. As the Javadoc contains fairly detailed descriptiandieidual methods and classes the
manual will focus more on the patterns in which they can be used and less on the precise detail of any given
function unless absolutely critical.

1.2.CODE QUALITY

This document refers to the platform version pB1l Ths version of the code is thast beta release, with a

beta release being the release type immediately prior to a final production level release. We went through
alpha2 at a developer workshop in February which revealed a couple of minor bugs andAPfewvhich
needed changing, but there are relatively few changes from the second alpha in this release.

The p0.1bl code is solid and can be used, with caution, in production environments. Be aware though that this
is a beta release and as such you shouild jhe tavernahackers mailing list if you're using it to be informed of
problems and updates as we discover them.



2. GETTING STARTED

This section covers everything you need to do starting from a clean OS install up to the point where you have
two running platform examples, one command line application and one web application hosted in Apache
Tomcat. It's highly likely that you already have much of these steps done if you're reading this so feel free to
skip through if that's the case!

2.1.OBTAINIG AND INSTALLING THE&A DEVELOPMENT KIT

The first thing you need is an appropriate version of Java. Sun Microsystems provide downloadable packages
for all major operating systems except Apple's OSX. For alD$ systems the appropriate download can be
found at http://java.sun.com/javase/downloads/?intcmp=128the download you need is the second one,
called 'Java SE Development Kit (JDK) 6 Update 11'. Actually if you're reading thigtiallpstfter | wrote it

the update number may be different, but it's '11" at time of writing. It's important that you get the 'JDK" and
not the 'JRE', as the latter does not include various development libraries and tools you'll need later.

Note - if youare running 64bit windows you must choose the appropriate (64bit) download!

Installation varies based on platform. For Windows you should just need to double click on the installer and
follow the instructions- when prompted whether you want to install theublic JRE you can choose either
option, this is the Java support for the various browsers and isn't needed for our purposes. For Linux the
installation process will again vary from distribution to distributiarsing Fedora Core version 10 the
installation steps are as follows

1. Ensure you downloaded the ".bin' and not the ".rpm.bin’ file from Sun's Java download site
2. Become root:

su -- login

3. Change directory to /opt and execute the downloaded file (you may have to change permissions on it
first)

cd /opt
sh /home/$youruser/Download/jdk - 6ull- linux -i586.bin

4. Enter 'yes' after reading through the license
5. You'll now have a 'klL.6.0_11' directory in /opt, change directanto it:

cd jok1.6.0_11

6. Create a java.sh script by entering the following, ensure you press after each line of text
entered:

cat <<EOF>> /etc/profile.d/java.sh

export JAVA_HOME=/opt/j dk1.6.0_ 11
export PATH= \ $JAVA_HOME/bin: \ $PATH
EOF

7. Load the properties you just defined:


http://java.sun.com/javase/downloads/?intcmp=1281

sou rce /etc/profile.d/java.sh

8. Now configure the new Java as the defatit many cases there won't be an existing installation but
this ensures your new one is used in place of any that was there before:

/usr/sbin/alternatives -- install /usr/bin/java java
/ opt/jrel.6.0_07/bin/java 2
{usr/sbin/alternatives -- config java

9. This will present you with a display similar to the following:

There are 2 programs which provide ‘java'.

Selection Command

+1 /opt/jdk1.6.0_11/bin/java
* 2 {usr/lib/jvml/jre -1.5.0 - gcj/bin/java
Enter to keep the current selection[+], or type selection number:

10. Enter the number that references the java you just installed and press enter

11. Check that your ne& Java is being found correctly by opening a new terminal and typing
java - version

12. You should see @sponse with the version of java you just installed in the text.
2.2.OBTAINING AND INSTANG APACHE TOMCAT

Note - If you're not planning to build web afipations you can skip this stage. Tomcat, a Java application
server, is only used when creating web based applications, it is not required for the platform outside of these
cases. Actually you could use any application server, so if you're an experbamain existing installation of
JBoss, GlassFish, Jetty etc you can use that existing server and don't need to follow this section.

Even if you are planning to build web applications you don't strictly need Tomcat. The web application
archetype (see latesections) includes the ability to run in anprocess instance of Jetty, which is excellent for
testing. It is likely, however, that you'll be deploying your application into Tomcat on a production system (it's
still one of the most common production seng) so for final tests or real deployment it's still useful to have
locally- there shouldn't be any difference between different containrsugh.

Tomcat can be downloaded frommitp://tomcat.apacheorg/download60.cgj we will be using version 6.x
although as far as | know there's no reason this won't work on earlier versions if you have a previous
installation running already.

For Windows users the simplest route is to get the 'Windows Servicdlémstibownload. This is an executable
which can install the server as a senvtkis has the benefit that it will start on windows startup (if configured

to do so) and can be managed through the MMC console. Even if you don't want the service thithis sti
correct download to choose, it will allow you to select whether you want the service as part of the installation
procedure.


http://tomcat.apache.org/download-60.cgi

For all other operating systems you'll need the zip or tar.gz &ksuming you have the standard GNU tools to
handle archies the latter is normally slightly smaller. When you've downloaded the file you'll need to do the
following (again for FC10, adapt appropriately to your distribution of choice) :

1. Unarchive the download to /opt, you'll need to be root to do this

su -- logi n
cd /opt
tar - xzf/home/ $youruser/Download/ apache - tomcat - 6.0.18.tar.gz

2. This will create a directory 'apaciiemcat-6.0.18" in /opt
3. Because we're not running Tomcat as a system service in this particular case you'll need to change
directory permissions sthe server can write to its working directoaynd logs

chmod - R a+wr /opt/apache - tomcat - 6.0.18/work
chmod - R a+wr /opt/apache - tomcat - 6.0.18/logs

4. You also need to define the CATALINA_HOME property and for convenience add the bin directory to
your path:

cat <<EOF>> /etc/profile.d/java.sh

export JAVA_ HOME=/opt/jdk1.6.0_11

export PATH= \ $JAVA_HOME/bin: \ $PATH
EOF

5. At this point you should be able to open a new shell and try to start the server:

startup.sh

6. If all goes well you can go to http://localhost:8080 iruyaveb browser and should see the Tomcat
default installation screen. You may need to change permissions on various other files within the
tomcat installation if this does not work, there should be enough information in the log files in
/opt/apachetomcat-6.0.18/logs to identify any offenders. Once you've checked this works you need
to shut down the server again for the next step:

shutdown.sh

7. Next step is to modify the tomcat configuration to add a user with permissions to access the web
based management farface (by default this is disabled for security reasons). Open the temcat
users.xml file found in /opt/apachtomcat-6.0.18/conf in your text editor of choice. You need to add
the following inside the <tomcatsers> top level element :

<role rolename="ma  nager"'/>
<user username="user" password="password" roles="manager"/>

8. Start the server again:
startup.sh

9. This (very insecure) user now has access to the administration interface. You can verify this by going
to http://localhost:8080/manager/html in your bmser - it should ask you for a username and
password (use the values you entered into the XML file). You should see the administration interface,
with a list of current applications and various options to add, unload, redeploy etc. Bookmark this
page, youl need it a lot later!



2.3.0OBTAINING AND INSTAMNG ECLIPSE

We use the Eclipse IDE, it's not the only choice but it's free and has decent support for Maven based builds
through a plugn. If you already have an IDE you probably don't want to changeégusbrk with Taverna, and
you don't have to you don't need an IDE at all in fact, but it'll make life a lot simpler!

Eclipse can be downloaded fromip://www.eclipse.org/downloads/ the one you need is th&clipse IDE for

Java Developers', it should be around an 85mb download. Make sure you select the correct download for your
operating system; the download site will try to awdetect but can be fooled, and obviously relies on you
downloading on the machge you're going to install on.

On Windows installation is simple, just run the downloaded .exe file and answer the questions. On Linux you'll
want to unpack the archive somewhere sensible, set the permissions correctly and add the binary directory to
your path.

One thing you will need to do on all platforms is tell Eclipse to use the JDK rather than ththdREaven
plugiin you'll install can only run correctly if Eclipse is using the full development kit and not the runtime
environment. To do this navade to your Eclipse installation and open the 'eclipse.ini' file in a text editoe.

file will look something like this (from my Vista x64 installation):

- startup

plugins \ org.eclipse.equinox.launcher_1.0.101.R34x_v20080819.jar
-- launcher.library

plugins \ org.eclipse.equinox.launcher.win32.win32.x86_64_1.0.101.R34x_v20080
731

- showsplash

org.eclipse.platform

-- launcher.XXMaxPermSize

256m

- vmargs

- Xms40m

- Xmx256m

You'll need to add two lines to this file, immediately before tenargs' line:

-startu p

plugins \ org.eclipse.equinox.launcher_1.0.101.R34x_v20080819.jar
-- launcher.library

plugins \ org.eclipse.equinox.launcher.win32.win32.x86_64_1.0.101.R34x_v20080
731

- showsplash

org.eclipse.platform

-- launcher.XXMaxPermSize

256m

-vm

C:\ Program Files \Java\jd k1.6.0_11 \ bin \ javaw.exe

- vmargs

- Xms40m

- Xmx256m

Obviously you should use the appropriate path for your Java installation. This tells Eclipse to use the specified
Java virtual machine and to ignore any other properties telling it otherwise.

You should novbe able to run Eclipse, the next stage is to install the Maven 2ipiug

1. Go to the 'Help' menu and select 'Software Updates...' in the main Eclipse window.
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2. Make sure the 'Available Software' tab is selected at the top of the window that pops up.
3. Click theéAdd Site..." button on the right of the panel
4. In the location box that appears enter the update URL:

http://m2eclipse.sonatype.org/update/

5. This should create a new item in the list of sites, you can expand this and should see three groups,
'‘Maven Integraéion’, 'Maven Optional Components' and 'Maven Project Configurators'. Open the
'‘Maven Integration' group antick the 'Maven Integration For Eclipse (Required)' box.

6. Click the 'Install..." button, if it tells you you need to add required libraries confomwant to do
that. This takes you to a set of click through license panels (depending on what software is installed)
and will download the appropriate pldgs.

7. Shut down Eclipse when it suggests you de Bm not sure you actually need to but it's forably
safest to be sure.

You should now have Eclipse (or your other IDE of choice) configured to use the JDK you installed previously
and with support for Maven 2 based projects.

2.4. OBTAINING AND INSTANG MAVEN

In an ideal world you wouldn't have to dbis step, but there are problems with some aspects of the Maven
plug-in for Eclipse that mean command line access to the Maven toolset is still needed.

Maven is a Java based application, it can be downloaded fridm//maven.apache.org/download.html
Download an archive format of your choice and uncompress to a sensible location (there is no installer for
Windows machines, so in that case | suggest creating a new directory for it in your PrograoldéigsYou

then need to create a new environment variable and adtirectory to the system path.

Instructions here can also be found in slightly more detail at the download link.

2.4.1. WINDOWS (VISTA, OTRHEERSIONS MAY VARY)

1. Right click on 'mgomputer' and select 'Properties'

2. Select 'Advanced System Settings' from the panel on the left and accept the UAC prompts

3. Click 'Environment Variables'

4. Locate the 'Path’ variable in the lower of the two scrollable panels, select it and click 'Edit...'

5. Addthe location of your unzipped Maven 'bin' directory to the end of this variable's value, note that
variables are separated by a secoilon.

6. Click 'OK'to commit the change

7. Create a new system environment variable, click the 'New..." button on the lovike @fvo panels

8. Enter 'M2_HOME' as the name of the variable, and the location of your unzipped maven distribution
as the value

9. Click 'OK' to commit the change

10. Click 'OK' on the 'Environment Variables' window, then 'OK' on the 'System Properties’ window

11. Maven should be on your path and active, you can check from within the command or powershell by
typing (on PowerShell)

mvn " -- version"

12. This should print some sensible response letting you know maven is working
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2.4.2.LINUX (FEDORA CORE 1
1. Become root
su -- login
2. Create a new profiles entry to append the maven bin directory to the path and set the maven home

cat <<EOF>> /etc/profile.d/maven.sh
export M2_HOME=/opt/ maven-2.0.9
export PATH= \ $M2 HOME/bin: \ $PATH
EOF

3. From a new shell (new because otherwise it wauitk up the profile you just created!) you can check
that maven is installed by running

mvn -- version

4. Check the response is a successful start of the correct version of maven (linux systems may well have
an older version installed already, it is importdinat you have the latest version active).

12



3. TWOSIMPLE PLATFORM ARPATION

Before you start ensure you have at least the following from the previous section:
Java Development Kit 5 or 6, use the latest version available
Maven 2.0.9 or higher

EclipsdDE + Maven Pluig (optional but strongly recommended)

3.1.BASIC APPLICATIONRBTTURE

However your code is structured, and whether you're starting from scratch or integrating Taverna into an
existing codebase the platform follows the same basic pattern

1. Create platform instance (once per application)
2. Obtain service bean from platform
3. Use service bean through public API

The platform provides a set of get methods which return 'service beans'. There's nothing particularly special
about a service bean in this context, in particular you shouldn't confuse this with a service on the network such
as a SOAP servidbese servicdbeans argust Java objects which allow you to do things with the workflow
system. In this sense they provide a 'service' such as 'parse this workflow definition'.

This chapter shows how to do the first of these three stages, later chapters will shovichow
actually do something with the platform once it's been initialized!

The platform also defines a set of public APIs, and the service beans implement these APIs. You must only
access the platform through the defined public API, in fact you can't usertplementation classes even if
you wanted to as they're not visible to your application's classler.

To make the platform work you need three things:

1. The platform jar files
a. The actual platform API and implementation
b. The Taverna APIs
c. Libraries used by thplatform (mostly Spring)
2. Configuration files
3. A writeable area on the file system for downloaded code, fitudefinitions etc

There are a fairly large number of jar files in (1); locating and adding them to thepeldissf your application
can be rathetedious to do by hand (but is perfectly doable).

Similarly the configuration files in (2) are rather compleyou will never have to directly manipulate the
configuration for the platform itself (which is defined by Spring XML files), and if you usdefhalt
configuration files we supply you can modify the only critical properties with simple properties and text files
without ever having to touch the internal XML configtion files
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The writeable area on the file systemuig to you- the archetypes w provide will default to a location in the
current user's home directory for command line applications and to the web application working directory for
servlet based applications. These are both configurable and you'll see exactly how to change thiege sett
later.

The good news here is that all this complexity is entirely optional, if you're starting from scratch we provide
two Maven archetypes to generate template projects with all this already configured.

3.2. THE COMMANIDINE APPLICATION AECYPE

3.2.1. CREATING THHRROJECT

The command line archetype will construct a maven based project which in turn builds a command line
application (as opposed to a web application, it doesn't mean you can't use graphical code!). To create such a
project you use thdollowing command:

mvn archetype:generate =
DarchetypeCatalog=http://www.cyclonic.org/t2platform/repository/

A few notes- firstly the trailing '/ character is important, if you omit it there's a chance (depends on your OS
and other things) that the pross won't work correctly. Secondly if you're using the Windows Palvell
you'll need to enclose the- Darchetype....' bit in double quotes.

When you run this command you're accessing an archetype catalog file, and you'll be presented with a list of
available archetypes, something like the following:

Choose archetype:

1: http://lwww.cyclonic.org/t2platform/repository/ - > platform - application (Platform
command line application
2: http://www.cyclonic.org/t2platform/repository/ - > platform - webapp (Platfor m web

application archetype)

For the command line application you'll need to enter '1', at which point you'll then be asked for some more
information regarding the properties of the generated project. Because the project will be built using Maven
you need to give it an artifact idefigr consisting of a group, artifact and version. In this case it's likely that
you'll never actually deploy the artifact (it's an application rather than a library) but you need to enter the
appropriate information anyway. In general this works rathee lilava packages, make sure you control the
group ID in some way (we use net.sf.taverna.t2 for example) and then ensure your dbifigainique within

that group.

For example you might enter the following:
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Choose a number: (1/2): 1

Define value for grou pld: : net. mydomain.mygroup
Define value for artifactld: : someid
Define value for version: 1.0 - SNAPSHOT: :

Define value for package: net.mydomain.mygroup: :
Confirm properties configuration:
groupld: net.mydomain.mygroup
artifactld: someid
version: 1.0 - SNAPSHOT
package: net.mydomain.mygroup

Yiiy
[INFQO]
[INFO] BUILD SUCCESSFUL
[INFQO]
[INFO] Total time: 3 minu tes 46 seconds
[INFO] Finished at: Fri Jan 16 02:34:50 GMT 2009
[INFO] Final Memory: 17M/346M
[INFQO]

This will create a new project in the current directory, the project will be dapthin a directory named the
same as the artifact ID, so in this case you'll have a directory 'someid’. The directory structure this archetype
generates is as follows:

$projectname/
pom.xml
src/
main/
assembly/
app.xml
appjar.xml
deps.xml
bin/
run.sh
run.bat
java/
source files in package structure go here
resources/
commons- logging.properties
context.xml
log4j.xml
platform.plugin.defaultplugins.text
platform.plugin.repositories.text
plat form.properties
platform.raven.repositories.text
platform.raven.systemartifacts.text
context - parts/
componentservices.xml
dao_hibernate.xml
dao_inmemory.xml
hibernateprops_derby.xml
hibernateprops_hsgldb.xml
platfo rm- basic - profile.xml
raven_local.xml
referenceservice.xml

You can safely ignore most of these, all the platform configuration you might need to do goes in the platform.*
files inside the src/main/resource directory. The context.xml file & tibp level Spring configuration which
then includes some or all of the sudonfigs in the 'contexparts' directory.
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The pom.xml file in the root of the application is the Maven build filewill have been initialized by the
archetype generator to havéhe appropriate artifact identifier and the correct dependencies to pull in the
platform and Taverna APIs. If your code uses additional libraries you'll need to add them to the dependencies
element in this file- a general tutorial on using and configugiMaven is out of scope for this document but
there's a lot of information readily available on the web to help.

3.2.2.BASIC PLATFORM CGINFRATION

The only file you will definitely want to look at before doing anything else is the platform.properées tils
defines several things such as the version of the various APIs being used but more importantly the location
where the platform will store downloaded code, data values in workflows and similar. Effectively a working
directory for Taverna 2 and thdatform infrastructure. The platform.properties file will look like this when

you first generate the project:

# Top level configuration for the platform
platform.home=%${user.nhome}/example
platform.download.show=true

t2c ore.workflowmodel.version=p0.1b1
t2core.platform.version=p0.1b1
t2core.reference.version=p0.1b1

The platform.home property is used to tell the platform where it should create its working space, so make sure
that this is sensible (in particular it's not a good idea to have more than a@tiph application writing to the

same place!). The variable 'user.home' is set by the Java runtime environment to something sensible for
whatever platform you're running on, and in this case on my machine would create a directory
C\User§ Tomexample, obiously this is system dependant.

Other than this | suggest not changing anything, in particular do not change the t2core.* values, while these
can be used to globally change the version of the implementation classes being used you probably don't want
to dothat just yet, if at all.

Once you've set up the correct home directory you can build and run the application (it won't do anything very
exciting but it'll tell you you've got everything working!).

3.2.3.BUILDING YOUR APFATCON

Building the applicatiofis simple. Because the archetype has set up a Maven project you build with Maven, in
this case calling the Maven assembly pilugThis is driven from the files in src/main/assembly and produces a
packaged application that can be rthmough a batch or s#ll script. To build the application run the following
from the same directory as the top level pom.xml file:

mvn assembly:assembly

This will print a lot to the console and may take some time to run, especially on a clean system. This is because
it is dowroading all the actual platform and Taverna APIs. Subsequent runs, or runs of this where you've
already done another build with those dependencies, will be much faster, around 12 seconds on my machine.

When this is finished you'll find a new directory gat' inside your project with various files and sub
directories. You'll have several copies of the generated application; one expanded directory, one zip and on
tar.gz file- the archives contain compressed copies of the expanded directory so you cae thaor for now,

they're handy though when you come to actually distribute your application.
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You'll find the generated application under the 'targeiftifactid>/<aritfactld>' directory, which may seem
slightly strange but is a product of how Maven's assinmiugin builds the project. You'll have a directory
structure in the application like this:

target/
projectld/
projectld/
conf/
context - parts/
componentservices.xml
dao_hibernate.xml
dao_inmemory.xml
hibernateprops_derby.xm |
hibernateprops_hsqgldb.xml
platform - basic - profile.xml
raven_local.xml
referenceservice.xml
commons- logging.properties
context.xml
log4j.xml
platform.plugin.defaultplugins.text
platform.plugin.repositories.text
platform.properties
platform.raven.repositories.text
platform.raven.systemartifacts.text
run.bat
run.sh
projectld - code.jar
projectld - dependencies.jar

As you can see the contents are similar to those ofpfggect itself, in particulanll the property and xml files

have been copied into a ‘conf' directory. Any code you had in 'src/main/java’ is compiled and located in the
'projectld-code.jar' archive, and any dependencies, including the platform code and Taverna APIs have been
built into a single large dependencies jar file.

3.2.4.RUNNING YOUR NEW ARPATION

The application doesn't do very much, but you should be able to run the batch or shell script in the built
project and see it initialize assuming you left the properties other ah home directory unchanged in
platform.properties you'll see a list of implementation jars being downloaded followed by a message telling
you the platform has been initialized. If you get this message your application works and you can get on with
writing something more interesting with it!

Part of the template project is a very simple Java source file that performs this initializattril want to
remove this and replace it with your own code. If you do this you'll also want to edit the pom.xnd féd t

the build process what class it should use as the entry point (the class with a main method you want to run
when your user runs the shell script). The pertinent part of the pom.xml file is near the top and looks like this:

<properties>
<app.mainCla ss>net.mydomain.mygroup.Application</app.mainClass>
</properties>

It should be obvious what you need to change here!

Congratulations, you've now got a working platform application ready to work with.
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3.3.THE WEB APPLICATIORICHETYPE

The webapplication achetype is very similar in use to the command line one. Simply select the other option
when prompted which archetype to use (refer to the previous section for how to get to this point). As with the
previous example you'll need to enter artifact identifiend default package information, and you'll find a
generated project in the directory you run Maven from.

The directory structure of this project is somewhat different, although the actual contents are very similar.
Maven is largely convention driven, tha to say it works with minimal effort as long as you do what it expects

- this particularly applies to the directory structure for source files and other things such as, in this case, web
content. The structure this archetype generates complies with éviss/view of what a welapp should look

like and is as follows:

$projectName/

pom.xml
src/
main/
resources/
commons- logging.properties
log4j.xml
webapp/
index.jsp
WEB INF/
web.xml
context.xml

context - parts/
componentservices.xml
dao_hibernate.xml
dao_inmemory.xml
hibernateprops_derby.xml
hibernateprops_hsqgldb.xml
platform - basic - profile.xml
raven_local.xml
referenceservice.xml
platform.plugin.defaultplugins.text
platform.plugin.repositories.text
platform.properties
platform.raven.repositories.text
platform.raven.systemartifacts.text

You should notice there are a lot of filenames shared with the command line application in the previous
section- this is because with a few exceptions the platform configuration is the same wherever it's running
from, in fact this is one of the main aims of the platforrto isolate your code from the execution
environment. There are some differences though inmterof how the platform is configured.

3.3.1.PLATFORM CONFIGURNFOR WEB APPLICATIONS

For the command line application you had to configure a platform.hproperty to tell the application where

to store files it downloaded or generated. In the case of a web application you don't have to do this because
the servlet specification mandates that any application server must provide each web application with a
writable working directory. If you look at the platform.properties file you'll see that rather than using
‘'user.home' it uses a property that's only accessible when running in an application server and which points to
this working directory:
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# Top level conf iguration for the platform
platform.home=${javax.servlet.context.tempdir}/platform
platform.download.show=true

t2c ore.workflowmodel.version=p0.1b1
t2core.platform.version=p0.1b1
t2core.reference.version=p0.1b 1

This means you don't have to change anythiregeh the application will create a 'platform' directory in
whatever working area the server gives- ibecause this is peapplication there will never be a clash with
names.

Similarly you had to define a main class for your batch and shell scripts tkeinwdnen running in an
application server this doesn't apply so there's nothing to define there either. In fact, the application will run
without any modification at all!

Those familiar with web application development will know that you do have to regstelets and provide

other configuration when creating a 'real’ application, that configuration is defined in the web.xml file which is
exactly the same as any other web application. Again, configuring web.xml is out of the scope of this document
but it should be easy to find information elsewhere.

3.3.2.BUILDING YOUR WEBPARCATION

When you want to deploy a web application onto a production server you typically need to give your system
administrator a WAR (web application archive) file. This can bdugexdl by running the following maven
command in the same directory as your pom.xml:

mvn package

You'll find a generated war file in the 'target' directory, and can deploy this to your application server like any
other web applicationFirst though you proéibly want to test it, and for that you don't have to build or deploy
it at all...

3.3.3.RUNNING YOUR WEB ARFATION

Building and deploying, easy as it is with this process, is still rather a lot to go through just to see if a change
you made to your codavorked. Fortunately Maven again steps in through a ptufpr the Jetty application

server. Jetty is very handy as it's designed to be embedded into other systems. In this case you can start an
application servewith your application installed by simpiyping:

mvn jetty:run

This will compile any code as necessary, build the-aml) create a new Jetty server, deploy the application
into it and sit there until you shut it down, usually by pressing-CtiBy default this server runs on port 8080
(althoudh you can modify this by explicitly telling it which port to use, handy if you already have something
there), for example:

mvn jetty:run - Djetty.port=9999

(again on Windows Powseshell you'll need to enclose theD..." in double quotes).
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You'll see a sifar list of downloaded jar and pom files as with the command line application; when this stops
and you see a message indicating that the server is ready you can open your web browser and go to
http://localhost:8080/ where you'll find Jetty's root page. Rrchere you can select your deployed application

and should be presented with a page saying the platform has been successfully created and suggesting that
you do something more interesting with it!

You now have a working platfordriven web application readto create your workflow portal, web based
editor or anything else you can come up with.

3.4. ADDING YOUR CODE

The rest of this manual will show you how to do various workflow related things from your code, but first
here's a quick reminder of where taupthat code assuming you're using one of the above archetypes as a
starting point.

For the web application you can put any 'web content' in the src/main/webapp directdahys will be
assembled to be the root of your web application's war file. Thizided Java Server Pages (jsp) files, html,
images and similar.

For both web and command line applications you need to put any Java source fileggairstiava, which by
default doesn't exist for the web application archetype so you'll need to create it first. Remember that for the
web application you'll have to register any servlets you create by adding content to the
src/main/webapp/WEBNF/web.xml.

3.4.1.ADDING DEPENDENCIES

Your application code may rely on external libraries. These are almost certainly available as Maven artifacts
and, if so, the simplest way &dd them is through the pom.xml file's <dependencies> block. Be aware though
that whenyou add a dependency in this way you are making it available to everyrpagwell, and that the
version you add will take precedence over any version defined in theiplitgelf. This may cause problems,

the best thing to do is try and see as for plmcases you'll probably be fine. For cases where this becomes an
issue you'll need to refer to the section later on extending the platform, this allows you to hide the
implementation of your code in its own clakmder and therefore not pollute theystem class loader with

these dependencies.
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4. CODING INITIALIZING THE PLRORM

The platform relies on the following pattern:

1. Create and obtain an instance of the platform
2. Get service beans from platform instance

3. Use service beans to do stuff

4. ...backb (2)

Your application must therefore first obtain the platform. In this context the platform is just a Java object, in
fact, for those familiar with Spring it's an ApplicationContext. You don't really need to know this though, for
now you can ignore theping parts and just use the getBean(...) method to obtain the service beans.

Because the getBean(...) method returns an Object and you probably want an Enactor or similar you can either
explicitly cast the return type yourself after remembering the mamgime of the bean for that service or you

can use an application profile. The application profile is a-sgfe wrapper around an ApplicationContext, it

also ensures that a particular set of beans exists in the given context. In our case we have allethss ca
TavernaBaseProfile that explicitly checks for and exposes Taverna related service beans.

4.1. CREATING THE PLATMOR

To create the platform you need to do something like this:

import  net.sf.taverna.t2.platform.spring.RavenAwareClassPathXmlApplicationCo ntext;
import  net.sf.taverna.t2.platform.taverna.TavernaBaseProfile;
import  org.springframework.context.ApplicationContext;

ApplicationContext context;

TavernaBaseProfile profile;

context = new RavenAwareClassPathXmlApplicationContext( "context.xml" );
profile = new TavernaBaseProfile(context);

This particular form is suitable for command line applications, where the context.xml file which drives the
platform construction is accessed from the classpath and you handle the initialization yourself. Wwihérgru

from a web application things work slightly differenttyyou do not explicitly construct the Spring
ApplicationContext, rather relying on the application server to do so for you. In this case you code (in a servlet
or JSP) would look more like this:

import  net.sf.taverna.t2.platform.taverna.TavernaBaseProfile;
import  org.springframework.web.context.support.WebApplicationContextUtils ;
import  org.springframework.context.ApplicationContext;

ApplicationContext context;
TavernaBaseProfile profile;

context =
WebApplicationContextUtils.getWebApplicationContext( getServletContext 0);
profile = new TavernaBaseProfile(context);

The only difference in these two cases is how you obtain an instance of ApplicationConthig second case
you use the utility library provided by Spring to get it from the servlet context. The getServletContext method
is present in all servlets and by extension in all JSPs.
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This is the only difference between the platform in a web envitent and elsewhere, once you have the
profile available everything that follows is independent of the environment it's running in.

Important - take care not to create the platform more than oncéot only is it an expensive
process (it may take several mies on a clean installation as it downloads code, and ten
seconds on subsequent runs) but because of how the platform works you will run into all
manner of strange problems with classes not matching etc. There is no reason to create more
than one instanceit's perfectly reasonable to create it as the first thing your application does
and store it in a singleton somewhere the rest of your code can access.

You should now have an instance of TavernaBaseProfile available to your code. You will use tldgto obt
service beans which can in turn be used to access all the facilities provided by Taverna.
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5. USING THE DATAFLOMTERFACE

The Dataflow interface is used to access the properties of a single workflow definition. It's called 'Dataflow'
rather than 'Workfow' because at some point we may introduce workflows in Taverna which are not data
driven although there are no immediate plans to do this.

You can obtain a Dataflow either by loading one from a workflow XML file or by constructing one through the
API fran scratch. We'll start by loading an existing workflow for this section and cover navigating and
inspecting the resultant Dataflow object, leaving the editing and construction methods for a later section.

5.1.LOADING A DATAFLOWOM XML

To load a Dataflowou need a WorkflowParser. This is one of the service beans exposed by the
TavernaBaseProfile and can be obtained thusly:

WorkflowParser parser = profile.getWorkflowParser();

To then load a workflow you simply use the methods on the workflow parser ddeane are several versions

of the createDataflow method depending on whether you are loading from a URL, an InputStream or a
classpath relative resource. For example you could load a workflow from a web server (including a
myExperiment instance) with thelfowing:

URL workflowURL = new URL("http://foo.com/workflow.xml")
Dataflow workflow = parser.create Dataflow( workflowURL );

In the current version of the platform there are a couple of restrictions on the workflow you're loading,
specifically:

1. The workflowmust be a Taverna 2 workflow, not the older Taverna 1 format. This is because the
Tavernal to TavernaZ2 translator is not included in the platform yet, although we do plan to do so.

2. Any activities (such as the WSDL, BioMoby etc.) that the workflow uses bausistalled in the
platform. This is controlled by the pkig manager which will be covered in more detail later, but the
parser will not attempt to download missing phirgs required for a workflow, it will simply fail.

You will also probabl§depending on the processors and activities in the workflow) need network access when
loading it. Once you have a Dataflow you can use the Dataflow API to inspect its structure.

The Dataflow API itself is reahly. You cannot modify the Dataflow throudietAPI directly and must use the
EditKit to perform any manipulation of the workflow model. For now though let's take a look at the kind of
information you can glean from Dataflow.

5.2. THE DATAFLOW MODEL

The Dataflow is a complete definition of the wodkfl you just loaded. In fact, it will have more information in
than the current Taverna workbench will show you as the workbench is lagging behind the model in terms of
features (although this hopefully won't last long).

A workflow in Taverna 2 consists afset of workflow inputs, a set of workflow outputs and a set of token
processing entities. In addition it contains links between all these in the form of data and controlritiks.
current version the token processing entities (TPES) are either icestanf either Processor or Merge, with the
former being the most interesting.
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A Processor is equivalent to one of the boxes in the workflow diagram generated by the workbench. It contains
processor inputs and outputs, a list of iteration strategies, akswaftdispatch layers and a list of Activity
instances. The division of responsibility within a Processor is as follows:

1. Theinput ports receive data from something upstream in the workflow. This data can be a higher or
lower collection type than the actis in the processor need.

2. Thelteration Strategy Stacks responsible for combining data from the input ports into Job objects. A
Job is the set of data required to invoke an Activity once, in general a Job will consist of one data item
from each input prt.

3. TheDispatch Stacks responsible for taking a queue of Job objects from the Iteration Strategy Stack
and applying these jobs to a selected Activity instance. This may involve eitoralype logic
including handling of failures, selection of Adtivinstance from multiple available ones or even
generation of new Activity instances on the fly. The Dispatch Stack determines th@ogessor
invocation semantics for a Taverna 2 workflow.

4. An Activity instance is responsible for taking a single Jolinpfit data and using it to produce a
corresponding set of output data. Most Activity instances will produce all their output data in a form
similar to the input Job but more advanced Activities may stream data out a piece at a time.

5. TheDispatch $&ckis responsible again for handling these result data and passing them back to the
Processor's output handlers.

6. These output handlers use an internal component to assemble any iterations back into result
collections and pass the resultant tokens out of the psswe output ports.

7. The processooutput ports then push these tokens to any linked input ports, either on subsequent
Processors or on workflow outputs.

In addition to this structure anything in the Dataflow, including the Dataflow itself, may carry aiorotat
objects. These are used for any kind of metadata that is not directly required bytaevorkflow enactment
process. Examples might include the workflow author's name, semantic typing on input and output ports and
suchlike.

Many of these are extengiopoints, in particular théctivity and DispatchLayemterfaces are there for you to
implement new service types (for Activity) or new invocation semantics (for DispatchLayer).

5.2.1. TRAVERSING THE DATAW MODEL
The Javadoc for Dataflow should be relaly self explanatory, the possible exception being this method:
public  <T extends Object> List<? extends T> getEntities(Class<T> entityType)

This method, other than a great example of how confusing Java generics can be, is used to obtain any of the
previously mentioned workflow entities. Fortunately it's a lot simpler to use than the signature suggests. The
only parameter required is a Classj@ti, and the signature means the method will return all entities in the
workflow that can be cast to that particular Java class. The type variable 'T' allows the method's return type to
type-check correctly so you can do code like this:

List<Processor> pr ocessors = dataflow.getEntities(Processor.class);

This will retrieve every instance of the Processor interface within the Dataflow. Note that this only returns the
top level entities so it won't drill down inside Processors and pull out,BigpatchStacknstances.
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In this particular example you could simply use the getProcessors() method, but this more general form can be
useful when you need a list of all Processor and Merge instances (both are extensions of
TokenProcessingEntijyor similar.

One thingyou will almost certainly want to do is find the names and depths of all workflow input and output
ports. The depth of a port is a measure of the kind of collection it expects to receive, with a depth of 0 being a
single item, 1 being a list, 2 a list @t$ and so on. You'll need this information when running a workflow later.

The following code prints out the name and depth of each of the workflow input ports:

for (DataflowlnputPort dip : dataflow.getinputPorts()) {
System.out.printin(dip.getName());
System.out.printin(dip.getDepth());

5.2.2.DATAFLOW VALIDATIQNWORKFLOW OUTPUTRIG

Workflow output ports, however, are more interesting. Whereas a workflow input port is in effect a contract
on the type of input a workflow will consume and can just defined by the workflow author, a workflow
output port's depth is defined by the entities in that workflow. If you were to write similar code to the above
fragment to get the depths of the workflow output ports you might be surprised to find the depth oh all

of them. Obviously this isn't terribly sensible given what the depth means.

To fix this problem you need to run the dataflow type checker. This uses the workflow input depths as a base
case and inductively derives the 'real' depth of data onhedata link in the workflow. Once you've run this

you can use code similar to the above to find out what will actually happen when the workflow iBoruan

the type checker just use:

dataflow.checkValidity();

This will do a static analysis of the wookfl and infer the types visible on each data link and on the workflow
output ports. The checkValidity method actually returns a report which will list any entities within the
workflow which are in error, while it can be used naively as in this case italyigood practice to check
whether it reported any problems:

DataflowValidationReport rep = dataflow.checkValidity();
if (Irep.isValid()) {

System.out.printin("Oh no!");
}

In addition to the isValid method you can also extract lists of entities whicfadeel (that is they had all their
inputs defined but something didn't match, normally due to iteration strategy configuration) or unsatisfied
(some inputs were not defined or could not be analysed, they're either missing or an upstream validation
failure means you can't tell at this point). If you're writing a workflow construction fremd of any kind you'll

want to present the information in this report to your user as often as possible.

As a side effect of the type checker RHtalinkinstances (used to pipe data between output and input ports,
whether dataflow or other kinds) will have their 'observed' depth set and cached. You can retrieve this with
the 'getResolvedDepth()' method on Datalink; although you'll never need this infammdirectly it can be
helpful to explain why a workflow failed to validate.
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5.2.3.GRANULAR DEPTH

Output ports, both on Processors and Dataflow instances, have an additional granular depth property. This is
always between 0 and the actual port depth amdicates the lowest depth token that can ever be emitted
from that port. For example, if an output returned a list but was actually going to give you the items in that list
one at a time you would see a depth of 1 and a granular depth of 0. In this partizise, were you to observe

the output tokens produced you would see a sequence of tokens with depth 0 followed by exactly one token
with depth 1- the items in the list are sent then the list token itself. This implies that you will almost always
want to filter this token stream to avoid duplicates (i.e. handling the list items, then handling the list in effect
handles each item twice).

Within a Dataflow this is done automatically and configured during the type check stage, but it is your
responsibilityto deal with any Dataflow output token streams appropriately. This is covered more in the
section on data handling next.
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6. DATA HANDLING WITHHE REFERENCE SERVICE

Taverna 2 uses a two layer indirection to manage data. Within the workflow itself da¢deienced by a
T2Reference effectively an internal unique identifier within the reference service. This reference actually
points to a set oExternalReferenc8Plinstances, all of which must resolve to the same actual data value.

T2References may alsofee to either error documents or collections of other T2References. To support this
every T2Reference has a 'depth’ property with the same semantics as that of the 'depth’ property of the
workflow input and output ports, and a further contract that whereT@Reference is a collection all the
elements of that collection must have the same depth (which is in turn one lower than the depth of the
collection itself). In addition all T2References have an error property that determines whether the reference
eitheris an error document or, for collections, contains at least one child which has the error property set. This
means a collection containing a collection which contains an error will have this property set to true.

Data values which have no 'reference' suah a literal string or a byte array are handled with special
ExternalReferenc®PIl implementations which embed the value within the ‘reference' description. Real
reference types such as URLs are handled in the same way so the bag of ExternalR&ffde#actvely gives
Taverna multiple possible ways to get at a particular piece of data.

Some Activities can explicitly request a particular reference type, for example a grid compute activity may
need its data in the form of references to data in a storage element. The extra layer of indirection allows us to
automatically attempt to translateny existing ExternalReferer8Rlinto another ExternalReferen&®l In

this case we may have a data value 'reference' and the workflow logic will automatically attempt to locate a
reference builder to assemble the new grid based ExternalRefeg#icEheeffect is that concerns such as
staging and downloading data now happen implicitly within the workflow engine and don't need to be
modelled as processors within the data flow itself.

If this seems somewhat cryptic don't worryou don't need to actuallgeal with any of this explicitly unless
you're writing a new Activity type. Actually using the reference service is fairly simple. We provide functionality
to register arbitrary Java objects (POJOs) and teeference any T2Reference as an object. Agithita in the

rest of your code is likely to be held in objects these methods are the most immediately useful.

Unless stated otherwise the package name for classes referenced in this section is
net.sf.taverna.t2.reference

6.1. ACCESSING THE RENEREERVICE

The reference service is exposed as a platform service bean. The following code will fetch it:
ReferenceService rs = profile.getReferenceService();

The actual implementation of the reference service is a complex #tiedéid set of components comfured by

the application context XML files. The default is to use a backing store on disk managed through the Apache
Derby database and Hibernate. You can swap this out and useraeniory store if necessary by editing the
context.xml file - comments in his file explain what you need to change. In the RDBMS/Hibernate
configuration the reference service looks like this:
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‘ Instance Registry

Reference Set Service Error SPI Registry
= Document List Service
= ‘ Service

Reference Set Reference Service Cache Provider Aspect
Augmentor In-Memory

Reference . :
Instance Registry Set Dao Document List Dao Entity Cache
SPI Registry

ExternalReferenceBuilderSPI
ExternalReferenceTranslatorSPI

S

[ ValueToReferenceConverterSPI

101eJ3U39

T2Platform Hibernate Session

DataSource SPI Registry

JDBC Driver [ HibernateComponentClass ]

HibernateMappedEntity
RDBMS

ExternalReferenceSPI
This might look rather intimidating, but it shouldn'tall these boxes and arrows represent classes and
dependencies that the platfornhas already built for you, you just access the top level service. You could
actually access any of the boxes directly yourself if you wanted to (I suggest you don't) and you can change the
structure of this system by modifying the context files. This mehatif you wanted to drop in a completely
different backend database for the workflow to use, or even federate multiple Reference Service instances it's
possible to do (but not for a novice developer, this is a complex area of the project).

'S
—

6.2. REGISTEHNG DATA WITH THERERENCE SERVICE

Before you can push data into a workflow you need to register it with the reference service. This will store the
data appropriately and return a T2Reference to it. You then use this T2Reference in the various enactment
APls. To register data from a POJO you will needregester method on ReferenceServiceThis has the
following signature:

public T2Reference register(  Object o, int targetDepth,
boolean useConverterSPI,
ReferenceContext context)
throws Reference ServiceException;

The parameters are as follows:

1. The object '0' is the object you're registering. If you want to register a collection this should be an
instance of List.

2. The target depth of the reference. You have to explicitly specify this even thoughrig cases the
code could infer it from the supplied object.
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3. Whether to use the converter infrastructurgyou will almost always use 'true' here, this is the system
that figures out what reference to use for a given type of object, for example mappiaeg th
java.net.URL class tbe corresponding implementation of ExternalRefereab¢

4. The reference context is used to supply extra facilities which any converters may need during
reference creation. You can generally put null here and the reference semlicmsert a sensible
default context.

The possibléreferenceServiceExceptios a runtime exception so you don't have to trap it in your code if you
can't recover from it. This pattern is inherited, conceptually, from Spring, the philosophy being #ekech
exceptions often simply clutter code up and that most of the time they represent unrecoverable problems
anyway. Using a runtime exception you can still trap it if your code can deal with the problem but you don't
have to do so.

Note - why you have tospecify the depth In many cases it may seem redundant to have to
explicitly state that your list is a list. The reason we require this is the problem with empty lists
if you want to send a list of lists into a workflow and you have a list, which hsis which has
three strings then this is very simple. If, however, you have a list which is empty (but which
would be a list of lists of strings if it wasn't!) there's no way for our code to infer the correct
depth. As empty lists are actually quite comm(empty results from a database query etc.) we
require an explicit assertion of the list depth when the reference is created.

6.2.1.EXAMPLES
Register a single String object

String pathwayld = "path:map07025" ;
T2Reference input = rs.register(pathwayld ,0, true , null );

Register a list of URLs

List<URL> urls = ...
T2Reference input = rs.register(urls, 1, true , null );

If you try to register an object structure that isn't compatible you'll receive a ReferenceServiceException.
Probable causes would be faii to get the depth right, or attempting to register an object for which the
corresponding converter wasn't present.

6.3. RESOLVING A T2REMNERE

Resolving a reference works in a very similar way to creating one, you useritherldentifier method on
RefeenceService. This method has the following signature:

public  Object renderldentifier(T2Reference id,
Class<?> leafClass,
ReferenceContext context)
throws ReferenceServiceException ;

The parameters are as follows:

1. The reference to resolve
2. Theclass of object you want to see, this will be either the class of the returned object (for non
collection references) or the class of leaf items in the collection structure.
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3. A reference context, again this is used to provide resources which may be kkqlureng the
reference to object conversion. You can leave this as null.

a. When using the reference service indirectly via the workflow enactment engine you will be
specifying an InvocationContext to the workflow enactor. This is actually zlasb of
RefaenceContext and is supplied to the reference service whenever the enactor needs to
register or deregister data internally. See section 7.6 for more information on the invocation
context.

As before the method may throw a ReferenceServiceException ifyihestdo not match, appropriate ee
reference converters can't be found or some underlying store exception octuesexception is also thrown if
the supplied T2Reference contains (or is) errors.

In general this method is useful only when you have a reasgrgood idea of the contents of the identifier.
For example, if you know the identifier should contain a list of strings you can make the following call:

List<String> result;
result = (List<String>) rs .renderldentifier( id, String. class , null );

If the idertifier wasn't a list you'd end up with a class cast exception at runtime. You can avoid this by using
methods on the identifier itself to determine the depth of the collection it represents. The following code is
somewhat more robust:

T2Reference id = ....
if (id.getDepth() != 1) {
/l wrong depth

else if (id.containsErrors()) {
/I contains error tokens, can't be rendered

else {

List<String> result;

result = (List<String>) rs .renderldentifier( id, String. class , null );
}

This code may still throw ReferenceServiceException but as long as it doesn't you will know you have the
correct type of object being generated.

6.4. EXPLICITLY HANDLINZREFERENCE
There are some circumstances under which these simple register / render methods aren't sufficibesd

cases you may want to explicitly deal with the T2Reference structure through the API. In general the
T2Reference itself contains no logic and all such operations are performed through the ReferenceService.

6.4.1. TRAVERSING COLLE®®IO

Where a T2Rerence represents a collection you can use the traverseFrom method on ReferenceService to
iterate over immediate or nested children of that collection. This method has the signature:
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public Iterator<  ContextualizedT2Reference > traverseFrom (
T2Reference source, int desiredDepth)
throws ReferenceServiceException;

To replicate the iterator behaviour of List you should set the desired depth property to be one less than the
depth of the source reference. Lower desired depths will result inlistd being taversed as well, so if you

had a list of lists of strings you could set the desired depth to be 0 and get all the strings (or T2References to
them!) back.

The ContextualizedT2Referencis a wrapper class around T2Reference. It places each T2Reference at a
particular index within an iteration. For simple cases, such as iterating over a reference with depth 1 and a
target depth of 0 thegetindeX) method of each result will be a single item array where the item is the

index of the result in the parent dection. For deeper traversals the index is a description of the path from the
source collection to the item. For example, take the collection structure:

list1/
list2/
item1
item2
list3/
item3

Calling traverseFrorand passing in listl as the source, with a desired depth of 1 you would get the following
results in the iterator:

reference = list2, index = [0]
reference = list3, index = [1]

If you set the desired depth to 0, however, you would see the following:

refer ence = iteml, index = [0,0]
reference = item2, index = [0,1]
reference = item3, index = [1,0]

6.4.2.HANDLING ERROR RERMERES

Errors within the workflow at runtime fall into two categories. Firstly there are errors which cause the
workflow itself to fail- these are equivalent to the exceptions in a conventional programming language and do
not appear in the data stream at all. The other kind of error though is one that is 'handled' in some way and is
returned from a process as part of its output data. Véeallowed this largely because it means that we can
track the provenance and lineage of errors using the same infrastructure as we use for data. The default
behaviour of a processor in Taverna 2 is to convert any failure into an error reference and senhuh iplace

of the result that would have been present if the failure hadn't occurred.

To determine whether a T2Reference contains errors you can useotiiainsError§) method as previously
mentioned. To tell whether a T2Reference is an error document you should usgetReferenceTyp@
method on T2Reference. This returns an enumerated type which can be any of:
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T2ReferenceType .ReferenceSet
T2ReferenceType . ldentifiedLis t
T2ReferenceType . ErrorDocument

If you know that a T2Reference is an error document reference you can get the Entu@ocumentby using
the reference service's ErrorDocumentService member:

T2Reference ref = ....

T2ReferenceType type = ref.getReferenceT ype();

if (type.equals(T2ReferenceType.ErrorDocument) {
ErrorDocumentService eds =rs. getErrorDocumentService();
ErrorDocument ed = eds.getError(ref);

}

Once you have an instance of ErrorDocument you can use the methods it defines to get varioutigsrope
such as the stack trace of any exception that caused it, a textual message and other properties.

The ErrorDocumentService can also be used to create new error references, although it's unlikely your code
will need to do this very often (if at all)e&the Javadoc for ErrorDocumentService for more detail.

6.4.3.DEALING WITH REFERENSETS

As previously mentioned a T2Reference to a piece of data actually refers to an internal set of references which
in turn all refer to that data. This is tHeeferenceSetand consists simply of a set BkternalReferenceSPI
instances, accegse through agetExternalReferencgymethod.

Manipulation of these reference sets is performed through the ReferenceSetService which can in turn be
acquired from aReferenceService in a pattern similar to that used to get the ErrorDocumentService in the
previous sectionfFor example, the code to print all the external references in a T2Reference could look like the
following:

T2Reference ref = ...
T2ReferenceTypety  pe = ref.getReferenceType();
if (type.equals(T2ReferenceType.ReferenceSet) {
ReferenceSetService rss =rs. get ReferenceSet Service();
ReferenceSet refs = rss.getReferenceSet(ref);
Set<ExternalReferenceSPI> extrefs;
extrefs = refs. getExternalReference s() ;
for (ExternalReferenceSPI ext : extrefs) {
System.out.printin(ext);
}

}

6.4.4.0THER REFERENCE @QFEBNS

The reference service features some very powerful operation such as automatic reference type translation
which are out of the scope ohits document. If you're writing a new Activity or ExternalReferenceSPI you'll
need to study the Javadoc for this package carefully and seek help through the mailing lists. For now the basic
operations in this section are sufficient to get going with thgarity of use cases!
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7. RUNNING A DATAFLOW

Workflow invocation breaks down into the following concerns:

Configuring the enactment environment

Creating a workflow instance from a workflow definition
Pushing data into the workflow instance

Obtaining resultérom the workflow instance

powbdpR

In addition there are other aspects such as monitoring, suspend and resume and failure handling. We'll skip
stage 1 for the moment as the platform will put sensible defaults in place for you and move directly on to basic
workflow invocation.

7.1. CONSTRUCTING A WORKK INSTANCE

For various technical reasons there are no objects corresponding to a workflow instance in T2. There isn't,
therefore, any 'compilation’ phase that consumes a Dataflow and emits some kind of executable instance.
Instead the data streams are actually routétough the Dataflow object itself, and different 'instances' are
kept isolated through a combination of an invocation context object and a set of naming rules. Because these
rules are not particularly obvious we providé\orkflowlnstanceFacad@terfacewhich behaves as if there is

a real workflow instance object. For almost all scenarios you can treat it as if it is creating instances, but bear in
mind that this isn't really what's happening.

One side effect of this is that it's a very bad ideantodify the Dataflow while there are workflows running
through it. It might work, and could potentially be useful in very specific circumstances, but in general it's not a
good idea.

Because WorkflowlnstanceFacade is an interface you need some way toucormte; as with previous
sections this is done through a platform service bean, in this case an instaBoaabr(again, preserving the
fiction that there's an enactor...)The following code obtains this bean:

Enactor e = profile.getEnactor();
Once yal have an Enactor and a Dataflow you can create a new facade thusly:

Dataflow workflow = ...
WorkflowlnstanceFacade instance;
instance = e.createFacade(workflow);

This has the side effect of running the checker on the Dataflow, and will thrdanactorExeption (a runtime
exception) if the validity report indicates any problems. It's still good practice to run the checker yourself
though before relying on any property of the dataflow in your application.

At this point you should take a look at the WorkflostanceFacade interface, as this is the entry point to all
operations on a workflow instance. You can find this interface im#tesf.taverna.t2.facadepackage.
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7.2.RUNNING A WORKFLOMSETANCE

Workflows in T2 are data driven. You could think of thesrbeing rather like one T -
of those marble runs (see the figure to the right); the various wheels and par ) 5

the marbles pass through don't do anything until a marble hits thesimilarly , )
nothing in a workflow instance will run until a piece of data itsThis means, @ U”U
however, that there is no natural way for a processor with no inputs to start. ‘
@
There are therefore two ways to start a workflow, you can either push data in N
(at which point any processors with no inputs are also started as a siglet)edir -9
you can explicitly tell the workflow instance to start processing (which will « b
start those processors with no inputs). 9 ’ =
The image to the right is of a toy called 'Frigits', a marble run you Y,g 0
can stick to your refrigerator door and confuse yoat with. The &
‘dataflow as marble run' analogy actually holds up remarkably well, e
although in our case it's a marble run which can spontaneously 'r-’
cause more marbles to appear which would be surprising at the

very least were it to happen with the toy here...

7.2.1.EXPLICITLY LAUNCHIBWN®WORKFLOW INSTANCE
To start a workflow processing immediately you use the fire() method on the WorkflowInstanceFacade:
instance.fire();

Note that you should only use this method if you have processors within the wonkfithvwno inputs, it will do
nothing otherwise. This of course applies by definition to a workflow which has no inputs as there must be at
least one processor with no inputs in such a workflow.

You must not call this method more than once for a given ingaand must also not call it if you've pushed
any data into the workflow.

7.2.2.PUSHING DATA INTOMORKFLOW INSTANCE

Pushing data into a workflow is slightly more complex. This is because it's possible to pipeline the input data,
for example passing innainput list one member at a time. To push data into a workflow you use the
pushData(..) method oWorkflowlnstanceFacade

public  void pushData(WorkflowDataToken token,
String portName) ;

The complexity comes in the construction of VeorkflowDataToken as this requires a reasonable
understanding of the workings of the enactor. To work around this there is a helper method in the Enactor
interface which does this construction for you. This is the pushData(..) meth&dactor
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void pushData( WorkflowlnstanceFacade facade, String inputPortName,
T2Reference data)
throws EnactorException;

This will construct the input for you, but will not allow you to use pipelining. For simple cases this isn't a
problem, the pipelining case Wbe covered later.

This method requires a T2Reference (which you should know how to construct having read the section on the
reference system), a WorkflowlnstanceFacade which you previously created and the name of the input port
into which this data shdd be fed.

This is really all there is to it for the majority of cases, the processors in the workflow will run as soon as they
have enough data to work on and the workflow will (hopefully!) complete and produce result data.

7.3.GETTING WORKFLOW RIESS

The simplest way to get a result from a workflow instance is to use the waitForResult(..) method on Enactor.
This method will wait until all the result data on a particular port have been produced and returns the top level
T2Reference from that port. In ¢hcase where an output port's data is being pipelined, for example a list
output which is presented as multiple members followed by the list token, the reference returned by this
method will be the highest depth collection, in this case a list. The methydhture is:

T2Reference waitForResult( WorkflowlnstanceFacade facade,
String outputPortName)
throws EnactorException;

If the workflow fails or is cancelled this will throw &mnactorExceptionwith details of the failure, but
otherwise it will Bock until the result is available. In general this isn't particularly good practice, and if your
workflow may run for a long time or produce multiple different outputs you probably need something a bit
more flexible but it works for simple cases.

If you want to wait for completion and get all workflow results rather than a single output, or if you need to
wait for a workflow which doesn't have outputs you can instead use the waitForCompletion method:

Map<String, T2Reference> waitForCompletion (WorkflowInsta  nceFacade facade)
throws EnactorException;

This method returns a map where the keys in the map are names of output ports, and blocks until the
workflow has transitioned to the COMPLETED state. If the workflow fails it throws EnactorExaetien
same way as the waitForResult method.

For more complex cases, and to monitor the high level state of the workflow instance, you need to use a
WorkflowlnstanceListener

7.3.1. THE WORKFLOW INSTENCSTENER

In Java a listener is generally a simpleriface that can be implemented quickly and contains methods which
are called by someone else's code to inform your implementation that a particular event has occurred. It's up
to you to implement this interface and add appropriate code to the body ofrtiethods to react to these
events. Once you have aNorkflowlnstanceListener implementation you can register it with a
WorkflowInstanceFacadevith:
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void addWorkflowlnstancelLi stener(WorkflowlnstanceListener listener);
The workflow instance listener has met®corresponding to the following events:

1. Arresult produced by a dataflow output port in the workflow instantieis may or may not be a final
result (of the kind the simpler blocking method returns)

2. A change in high level workflow instance state

3. A workfbw failure

4. A workflow completion

Examine the Javadoc for WorkflowlnstanceListener for more details on the exact semantics of these methods,
to obtain workflow results you just need to deal with the following method:

public  void resultTokenProduced(Workflow DataToken token, String portName);

The result is in the form of a WorkflowDataToken, which carries a T2Reference but also holds information
similar to the ContextualizedT2Reference (see the reference service section) that describes the location of the
T2Réerence in any parent collection. The same index array is used to denote collection location, and is
essential because there is every chance that tokens are not produced in the 'correct'-or@epipelines
everything internally and it's quite possiblerfa result to overtake another in the process, by explicitly keeping
this index bound to every data token we can unscramble the order without fongiagder execution.

You can get the index array of a WorkflowDataToken with the getindex() method whibkfae, returns an
int[]. If you only want to deal with final results you can simply use the token's isFinal() method, this is actually
equivalent to the expression (getindex().length==0).

Note - while it is probably a good idea to register your listength the facade before launching the workflow

you don't have to. If you attach a listener to a facade which has already produced results, failed or completed
then the listener is immediately messaged with the highest level result from each port thatlaqa® a final

token and then with any corresponding completion or failure message.

7.4.BASIC MONITORING ARDNTROL

T2 has a highly sophisticated workflow state monitor capable of drilling down into every single process and
presenting a very detailediew on the state of a workflow. For many scenarios though this is overkill, so we
also provide a much simpler state model of the workflow instance as a whole. At any given point the workflow
instance can be in one of the following states:

COMPLETED

R » RUNNING »
|

FAILED

PAUSED
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These statesra defined by theNorkflowlnstanceStatussnumeration.The workflow instance always starts in
the READYstate and transitions t(RUNNINGwhen either pushData() or fire() is called. When all data have
been produced and all processors with no outputs have gleted the instance transitions t€OMPLETED
and if any unrecoverable failure occumsthe workflow is explicitly cancellettransitions toFAILED

The facade also contains a method to get the status of the workflow instance, but it's more usefuhitormo
this by implementing the following method WorkflowlnstanceListener

public  void workflowStatusChanged(WorkflowlnstanceStatus oldStatus,
WorkflowlnstanceStatus newStatus);

This works as you might expect, notifying your code of any statssitions in the model shown above.

7.4.1.PAUSE, RESUME & CENC

The facade contains methods to pause aesumea workflow and to cancel the instance entirely. Technically
pausing a workflow is pausing processing of the workflow data streahat it wort and indeed cannot do is
pause the invocation of any activity that happens to be running at the time (in general activities tend to be
atomic so there's no way to stop half way through and restart). This is a technical point though and for most
scenariosot important. When paused a workflow instance will not emit any data tokens from output ports
and will not start any new activities.

Pausing andesuminga workflow instance will trigger the corresponding state transitions in the model shown
above and ntify any listeners accordingly.

Cancelling a workflow will cause the workflow to immediately fail. This failure is handled in exactly the same
way as a 'real’ failure of a component in the workflow and will have the same effects, for example causing the
blocking ‘waitForResult' method on Enactor to throw an exception. When cancelled the workflow will make a
reasonable best effort to clean up state and prevent any further processing but may not be able to cancel any
currently running activities so bear this mind - a very long running activity with no cancellation or pause /
resume support is going to carry on regardless, although its output will in effect be discarded.

7.5. ADVANCEPBPIPELINING DATA INAGVORKFLOW INSTANCE

The methods for injecting datato a workflow instance described above all assume you're pushing the entire
data structure required for a given workflow input in one go. This works well if you know you'll have all the
data to run in one go, but is inefficient under other circumstances.

As an example, suppose you have an image processing workflow that consumes a list of images and performs
some kind of processing on the list. If this list is a list of files you have on disk you can simply create a new
T2Reference from a List of File atigand use the previously described method to pass this in as input. If,
however, the 'list' is actually a stream of images captured at ten minute intervals from a camera it's clear that
you won't have the complete list at the point you have the first gmabut at that point you could potentially

start processing that image.

The solution in this case is to push each image (which would be a T2Reference to a File, probably) individually
into the workflow input along with an appropriately configured inderagirto place it in the parent collection.

After you've finished pushing individual images in you'd then push a final T2Reference which was a collection
of the T2References for the individual images. At this point the stream is considered to be finished.
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The advantage of this approach is that you can process data as it's available without having to wait for the
entire collection. Obviously if the first processor in your workflow needs a collection this doesn't help you
much, but if it needs a single itemvitill be able to start processing immediately. In general if you expect the
first processor in your dataflow to iterate over input from the workflow input then pipelining the input will
give you a performance improvement.

To actually do this you need to uske pushDatamethod on WorkflowlnstanceFacadenot the one on
Enactor You might recall that this method requires\orkflowDataTokenrather than a T2Reference, this
gives you the appropriate container to specify the index information that places thdinggetem within its
stream. The WorkflowDataToken has a single constructor:

public  WorkflowDataToken(  Processldentifier owningProcess, int [] index,
T2Reference dataRef, InvocationContext context)

The invocation context and owning process associagevilorkflow data token with the workflow instance,
they must be set correctly or you'll end up with your token being lost in some random workflow instance.
Assuming you are calling this method from a top level application (and not from a component wihin th
workflow itself) the owning process @waysthe empty identifier. This can be constructed using the-no
argument constructor on Processldentifier The invocation context can be obtained from the
WorkflowInstanceFacade'getContex{) method. This leavabe T2Reference and index array.

Note - The Processldentifierclass is new in p0.1blprior to this release the process identifier
was represented as a colon separated string or, alternatively, as a string array.

The T2Reference is the data you're pughinto the workflow and is constructed by registering with the
reference service as previously described.

The index array is this token's place in the overall stream. For a list of items this will be length 1 and contain
the index of the item in its parent list. For deeper collections this is defined recursively, so if this is an item at
position 3 in its immdiate parent, and that parent is a list at position 5tgparent the index will be {5,3}.

Tokens do not have to be sent in any particular order, the index will allow T2 to assemble them into the
correct order if necessary within the workflow.

The most dtical thing when pipelining a collection in this fashion is that you must also send the tokens
corresponding to the collections. This means you should be caching the T2References of the individual items
and storing them so, when you've finished sendiegnis, you can send a T2Reference to a collection of those
child references. To do this you need to use the ListService from the ReferenceService.

7.5.1.USING THE LIST SERVI

TheListServicds a component of the reference service that handles the reagisin and traversal of lists of
T2References. You need to use it in this case because you'll have a list of T2References you've already sent into
the workflow and you need to send a token containing the T2Reference of the list itself to complete the
stream(this also applies recursively, if you have a list of lists you have to send the items, the lists then the list
of those lists and so on).

To obtain a.istServiceyou use the appropriate method on theeferenceServicaterface:
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ReferenceService rs = prof ile.getReferenceService();
ListService Is = rs.getListService();

The ListService has two methods to register lists of T2Reference, one of which is given a list of T2Reference
and the other (which we don't use here) is used to register empty lists. Tdeegidist of T2Reference with
the reference system you call:

public  IdentifiedList<T2Reference> registerList(List<T2Reference> items ,
ReferenceContext context )
throws ListServiceException;

This returns andentifiedList as the name suggests ia$ aT2Referencaétself which can be retrieved through
the getld() method.

If you do need to register an empty list (perhaps in this case because you were expecting to be streaming files
into the workflow but there weren't any) you need to use this variahthe registration method:

public  IdentifiedList<T2Reference> registerEmptyList( int  depth ,
ReferenceContext context )
throws ListServiceException;

As previously discussed you need to set the depth explicitly when doing this, bughthaldn't be a problem
because any code calling this method explicitly should know what kind of list it was trying to create.

7.5.2.EXAMPLE

The example code below defines a class with two methods. The 'addFile’ method will register a File and push it
into the workflow input port named *file'. It will assign it an index, caching the T2Reference for later. The
'finish' method will use these cached T2References to construct a new list and push the list into the ‘file’ input
to complete the stream. This assumthere is a workflow input called 'file' and that the depth of that input is

1. Exception handling has been omitted to keep the code sinijile.initialization of the workflow instance

and profile are also omitted, if you're reading this section you ghalready know how to get them!
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import
import
import
import
import
import
import
import

public

net.sf.taverna.t2.platform.taverna.TavernaBaseProfile;
net.sf.taverna.t2.facade.WorkflowlnstanceFacade;
net.sf.taverna.t2.invocation.WorkflowDataToken;
net.sf.taverna.t2.invocation.Processldentifi er;
net.sf.taverna.t2.reference.ldentifiedList;
net.sf.taverna.t2.reference.ListService;
net.sf.taverna.t2.reference.ReferenceService;
net.sf.taverna.t2.reference.T2Reference;

class FilePusher {

WorkflowlnstanceFacade instance ;

TavernaBaseProfile profile ;

List<T2Reference> references = new ArrayList<T2Reference>();
int counter =0;

/**

* Register a new file with the reference service and push the
* resultant token into the workflow instance
*/
public void addFile(File f) {
/I Get a reference service

ReferenceService rs = profile .getReferenceService();
/I Register the file with the reference service

T2Reference ref = rs.register(f, O, true , null );
/I Cache the returned reference to use later

references .add(ref);

/I Construct a new workflow data token

WorkflowDataToken token;

token = new WorkflowDataToken( new Processldentifier() ,

new int []{ counter ++}, ref,

instance .getContext());

/I Send it to the workflow instance through the facade

instance .pushData(token, "file" ),

}
/**
* Call when there are no more files to send
*/

public  void finish() {
/I Get a reference service
ReferenceService rs = profile  .getReferenceService();
/I Get the list service from it
ListService Is = rs.getListService();
/I Register the cached list of T2Reference
IdentifiedList<T2Reference> il = Is.registerList( references
/I Get the ID of the identified list
T2Reference listld = il.getld();
/I Construct a workflow data token
WorkflowDataToken token;
token = new WorkflowDataToken( new Processldentifier(),

new int [0], listld,
instance .getContext());

/I Send it to the enactor through the facade as before
instance .pushData(token, "file" );
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As you can see, pipelining data into a workflow is somewhat more complex than the simple form covered in
the previous sections. Used correctly though it can give a huge performance boost to your data intensive
workflows.

7.6 ADVANCEBTHEINVOCATION CONTEXWORKFLOW LEVEL BHMANAGEMENT

ThelnvocationContextinterface is used to provide facilities to the enactor which are 'optional’, that is those
that are not required to handle the core logic of processing data and running activities from the core extension
set. By default the enactor will not provide detll information on its state (see the monitoring API section
next) , capture provenance, supply security credentials to activities etc. To enable any of these you have to
place an appropriate object within the context and ensure that any tokens you sendthet workflow
instance are carrying this context.

Another way to look at the context is to treat it as a workflow instance scoped billboard mechanism. Any entity
within the workflow can add or retrieve things from the context so shared resources thabenaypensive to
initialize per activity instance can be initialized once then placed in the context without worrying about
exposing the resource to other workflow instances. Because the context follows the data stream this also
propagates through to nestedorkflows and is accessible at every point that manipulates the data including
the dispatch layers and the activities themselves.

Because the context is scoped to the workflow instance it's also used internally to manage pause / resume
functionality and b cancel token streams which are the product of failed processes. This isn't generally
something you deal with explicitly though, instead you should use the methods on the instance facade.

Thus far we've created workflow instances with a default contekis Wworks fine for cases where the
construction of the workflow instance doesn't need a resource from the context itself but in general you
should create and populate the context with any required resources before constructing the workflow
instance facade.

You obtain an invocation context through the corresponding factory platform service bean:

InvocationContextFactory icf = profile.getinvocationContextFactory();
InvocationContext context = icf.createlnvocationContext();

To add an object to the invocatiommtext you call its addEntity(Object entity) method. The invocation context
doesn't care what you put inside it, put things here if you need them to be available to something later on. An
example of this, covered in the next section, is the workflow manito

Once you have an invocation context populated appropriate you can construct a new workflow instance with
that particular context with code similar to the following:

Dataflow workflow = ...

InvocationContext context = ...

Enactor e = profile.getEnactor() ;
WorkflowlnstanceFacade instance;

instance = e.createFacade(workflow, context );

You then use the workflow instance facade exactly as before.
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7.6.1. ADVANCEDPERWORKFLOWNSTANCEHREAIPPOOLS

The invocation context can be used to supply a thread pool which will be used when allocating new threads for
the associated workflow instance or instances. To use this you must addExaoutor (from the
java.util.concurrent package) to the context. If thels no Executor defined the invocation system uses an
internal unbounded thread pool shared across all workflow instances.

For efficiency you should ensure that any threads created by your Executor are daemon threads, you can do
this by specifying a custn ThreadFactoryto the Executor's construction (or use the static methods in
Executorswhich is generally the simpler way to do this). See the documentation for the java.util.concurrent
package for more information.

7.6.2. ADVANCEDPERWORKFLOYWSTANCREFERENCE GENERATORS

When the reference service allocates new identifiers to data registered within a workflow it uses a
T2ReferenceGeneratdio construct a (substantially) unique ID for the T2Reference. By default this reference
generator is specified ithe platform XML files. If, however, there is an instance of T2ReferenceGenerator
present in the invocation context this will be passed through to the reference context and used instead. You
can acquire such an instance through the platforgesT2RefereneGeneratorFactory(inethod, this can then

be used to construct an appropriate reference generator, supplying the namespace you want for all generated
T2Reference instances.

7.7 ADVANCEBUSING THE WORKFLOWMTOR API

T2 provides a very powerful AP| to ¢deep' monitoring and steering of a running workflow instance. This
power comes with a corresponding complexity. The monitoring system can transparently federate service
state into the model of workflow state and allow both to be monitored and steeraduph a single data
structure.

7.7.1BACKGROUND

Workflow definitions are hierarchical in nature. For example, the Dataflow contains Processors, which contain
Activities, which may in turn contain a Dataflow and so on. A workflow instance has a simisacHial
structure, but one that reflects the parallel processing nature of T2's enactor. For example, while a single
processor may contain a single activity in the workflow definition, an instance of that processor could contain
multiple instances of thadctivity to represent the parallel processing of data within the processor.

An instance is considered to be 'live’ if there is data inside it. So when a processor instance receives data it
becomes live, and once it's sent the final output tokercompleted processing it ceases to be 'live’. The same
goes for activities, layers in the dispatch stack etc.

By implementing the appropriate interfaces your code can be informed of changes to this hierarchy of 'live'
instances.
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Furthermore any entity thatan be 'live' can expose a set of properties. The actual set exposed will depend on
the entity, for example the processor instances expose properties that show how many jobs exist in the
processor's iteration queue, how many it's completed, how many haiedf etc. Properties may be writable,

in which case you can potentially steer the workflow by writing to them (although none of the core extensions
have writable properties). This extends down into a specialistdsface of Activity which exposes (potéaity
writeable) properties of the actual underlying process called by the workflow. This is very powerful as it
effectively federates workflow level and application level state into a common model.

7.7.2THE MONITORECEIVERITERFACE

To be informed of chages in the workflow instance state you implemevibnitor Receiverand place your
implementation inside thdnvocationContextbefore creating the workflow instanc&he monitor receiver
interface is fairly substantial but it largely breaks down into thriesses of operation:

1. Register a new node in the hierarchy
2. Deregister an existing node
3. Add properties to an existing node

There are multiple methods to register and-tigister nodes based on whether the notlas properties
available or not.

7.7.3PROCESI®ENTIFIERS

Every node in the instance hierarchy has a process identifier. These identifiers are themselves hierarchical, for
example you might have a workflow instance facade called 'facade0' which contained a dataflow instance
called 'facade0O:dataflow@nd so onThey are defined, as of versipf.1bl, by theProcessldentifieclass.

When an entity is registered with the monitor receiver it's placed in the hierarchy by an identifier. The enactor
will only attempt to register a node if its parent has aldy been registered, so you can assume in your
monitor receiver implementation that the parent exists, although maintaining that structure is up to you!

This, incidentally, is the source of thempty process identifier you used when pipelining data inte th
workflow in the previous sectionthe process identifiers are actually carried by the tokens passing through the
workflow instance. For example, when a processor receives a token with process identifier '...:dataflowFoo' it
will push its own name ontohis process and, if needed, register with the monitor so the token inside the
Processor will have id '...:dataflowFoo:processorName'. When the tokens leave the processor they have this
last part stripped from the process identifier, so all tokens withigiveen ‘boundary of control’ will have the

same process identifier.

7.7.4PROCESSORS AND THENMOR RECEIVER

Normally entities are registered with the monitor when they receive data, and only then. There are, however,
some exceptions where the relationshigtween the entity and its parent is one to one. For example, each
dataflow instance will only ever create one child item for each processoallow for monitoring of processes

that haven't started yet the dataflow will therefore register all its presers as child nodes when the dataflow
instance is registered itself, and will then-dagister those nodes when the dataflow instance completes or
fails. In general though the monitor is informed of registrations when the entity becomes active and de
registrations when it has completed its task.
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7.7.5THE MONITOR TREE LMMENTATION

We provide an implementation of MonitorReceiver callgdnitor. This interface presents the state of the
workflow as a TreeModel, which means you can plug it directly inkdrae if you want to see a very detailed
view of the workflow progress. We use this ourselves in the workbench to drive the progress display for a
running workflow.

This particular monitor can be obtained through a monitor factory service bean:

MonitorFact ory f = profile.getMonitorFactory();
Monitor monitor = f.createMonitor();

This will construct a new Monitor; it's up to you whether you use a single Monitor instance for multiple
workflow instances or you can create one per instance. Because the firsggsradentifier is the facade, and
each of those will have a unique id there won't be any clashes if you do share a monitor.

To add this monitor to your workflow instance you need to place it within the invocation context before
creating the instance. This done as follows:

Dataflow workflow = ...
InvocationContext context = ...
Enactor e = profile.getEnactor();

context.addEntity(monitor);

WorkflowlnstanceFacade instance;
instance = e.createFacade(workflow, context);

Having done this the enactor wilost the appropriate events to the monitor and you'll be able to use it to
inspect and modify the state of the workflow instance as it runs. You should read the Javadoc for the Monitor
interface to get more details of exactly how to do this.
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8. CONSTRUCTEGNA DATAFLOW THROUGHE API

Note - this is a less mature part of the platform, in particular the Edits interface needs some
attention. That said, you can construct simple workflows programmatically at the moment and
we plan to add more flexible functiorgl soon.

The Dataflow interface is effectively readly. All modifications to entities within the dataflow, including the
creation of new entities, is done through tieditsinterface. Edits is rather complex (see the Javadoc!) so for
simple applicationghe platform exposes alVorkflowEditKit bean- the edit kit exposes an underlying Edits
instance if needed, but also provides a smaller set of much simpler methods to perform common tasks.

The edit kit can be obtained thusly:

WorkflowEditKit wek = profile.getWorkflowEditKit();
8.1. THE REFLECTIBELPER

The workflow edit kit provides a method to add a new Processor to the dataflow, creating a prototype
processor from an Activity instance. The potentially awkward thing here is that the activitymewpiation is
defined in a plugn classloader which is not visible from your application code. To work around this the
platform provides a class called ReflectionHelper. This is also a platform bean, obtain one in the usual way:

ReflectionHelper rh = profi le.getReflectionHelper();

The reflection helper, named after Java's introspection mechanism, is aware of thénphanager and the
set of active plugn packages. It can therefore construct instances of classes from theseplagd configure
them. Youcan't access these classes directly, but by using this helper module you can access them.

8.1.1. EXAMPLECREATING A NEW AAQTN/

To create an activity we construct a new configuration bean, passing in the fully qualified class name of the
WSDL activitgonfiguration along with the bean properties to assign to it when constructed. In this particular
case the WSDL configuration bean has two properties, ‘wsdl' and 'operation’, with corresponding setXXX(..)
methods. These methods are used by the reflectiefplr to configure the bean from the array of strings.

/I Use the reflection helper to construct the WSDL configuration bean
/I and the activity itself

Object o = rh.createAndConfigure(
"net.sf.taverna.t2.activities.wsdl. WSDLActivityConfigurationBean" ,
new String|] { "wsdl=http://soap.genome.jp/KEGG.wsdl" ,
"operation=get_drugs_by pathway" b;

Activity newActivity = (Activity) rh.construct(
"net.sf.taverna.t2.activities.wsdl. WSDLActivity" );

/I Configure the activity with the configuration bean
newActivity.configure(o, edits);

Once the configuration bean has been constructed we can construct an instance of the activity itself and,
because we know it's an Activity, explicitly cast it to that interface and call the configure method on it to set up
its ports and other behaviour.
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8.2. THE WORKFLOWIEKIT

This sequence of examples shows the use of the workflow edit kit to assemble a very simple workflow
consisting of a single processor based on the activity created above, a single workflow inpuitgundport
and connections to the processor.

8.2.1. EXAMPLECREATING A NEW DAILAW

Dataflow is an interface type so cannot be directly instantiated. To obtain one you need to use the appropriate
method in the Edits interface, which can be obtained friia WorkflowEditKit:

Edits edits = wek.getEdits();
/I Build a new workflow
Dataflow workflow = edits.createDataflow();

8.2.2. EXAMPLECONSTRUCTING A PR&&EXER FROM AN ACTWIT

The workflow edit kit has a method to assemble a stereotypical processor droarctivity instance. This is
equivalent to the behaviour of Tavernal.x; the new processor will have a single activity and a dispatch stack
which replicates the Tavernal.x semantics, having parallelism, failover, retry and invocation layers in that
order. Construct a new processor as follows:

/I Construct a new prototypical processor wrapping the single activity
Processor processor = wek.createDefaultProcessor(newActivity,
"processor" );

8.2.3. EXAMPLEADDING THE PROCESSOR HE DATAFLOW

Again we usehe Edits interface, but this time we have to deal with the Edit interface. Edit defines a single
undo-able action on a workflow model, in this case adding a processor. The Edits interface provides various
methods to get instances of Edit to perform padiar tasks, the Edit won't actually do anything until its
doEdit() method is called:

/I Add the processor to the dataflow
edits.getAddProcessorEdit(workflow, processor). doEdit();

8.2.4. EXAMPLECREATING DATAFLOWWN AND OUTPUT PORTS
We need a singldataflow input port:

edits.getAddDataflowlnputPortEdit(
workflow,
edits.createDataflowlnputPort( "Input"” , 0, 0, workflow)).doEdit();

...and a dataflow output port:
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edits.getAddDataflowOutputPortEdit(
workflow,
edits.createDataflowOutputPort( "Output" , wo rkflow)).doEdit();

Note that the input port needs a name, port depth and granular depth (normally the same) whereas the
output port only needs a port name. This is because the depth of a workflow output port is determined by the
type checker. This is runutbmatically when an instance of this workflow is created but you can call it
manually through the checkValidity() method on Dataflow.

8.2.5. EXAMPLECONNECTING THE PORTS

The workflow edit kit provides a convenience 'connect' method which will immegiatelate a data link and
attach it to an output / input port pair. The ports are identified by name, for example:

wek.connect(workflow, "Input" , "processor.pathway _id" );
wek.connect(workflow, "processor.return” , "Output" );

The names without a period aresasned to be workflow inputs or outputs, and those with are split to get the
name of the processor and the name of a port within that processor. To use this method you have to know the
port and processor hames, but these are easy to discover using them@pisomethods on those entities (see
Javadoc for Processor and Port for details).

8.3. RENDERING A WKHRLOW TO XML
The platform provides a service bean which can render a Dataflow as XML. To obtain it use the following:

WorkflowXMLRenderer renderer = pro file.getWorkflowXMLRenderer();

This interface defines methods to render a Dataflow to an XML Element object, a String of formatted XML or to
render and pump the rendered stream into an OutputStream.
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9. THE PLUGN MANAGER

The plugin manager is exposed asservice bean in the Taverna base platform context. Methods on this bean
allow you to install, activate and elctivate plugins at runtime. In general most applications will not need to
interact with the plugin manager directly, but for those that dodan be accessed as follows:

PluginManager manager = profile.getPluginManager();

The Javadoc for theluginManageiinterface is probably the best place to go for now.
9.1. CONFIGURING TREUGIN MANAGER

Although most applications will not need ttynamically install and unload phigs, they generally will want to
ensure that a particular set are loaded on application stgrt Assuming you're starting from one of the
platform archetypeghis is done through two files:

1. conf/platform.plugin.defaultpugins.text
2. conf/platform.plugin.repositories.text

The first of these files is used to load a set of phgyon context starup. In the archetypes it contains the
following entries:

# Default plug - in identifiers go here, this is only
# used the first tim e a given platform initializes,
# after which the active plug - in set is cached by the

# plug -in manager.
plugin:net.sf.taverna.t2.reference:core:0.0.3
plugin:net.sf.taverna.t2.dispatch:core:0.0.3
plugin:net.sf.taverna.t2.activity:wsdl:0.0.3
plugin:net.sf.t averna.t2.activity:beanshell:0.0.3
plugin:net.sf.taverna.t2.activity:biomart:0.0.3
plugin:net.sf.taverna.t2.activity:stringconstant:0.0.3
plugin:net.sf.taverna.t2.activity:biomoby:0.0.3

This file is only used the first time the platform is initializedter that the plugin manager will write out the

list of installed plugns (whether active or not) to a file in the platform's working directory. If this file is present
when the context starts up it will be used in place of the default fituigst shownabove. If you modify the set

of active or installed plugns through the API this change will persist through this file to the next application
start-up.

The default repositories file specifies a list of locations to search foripldgscription files wan starting up
and acts as a default if a null repository list is passed in to any of the methods in PluginManager. By default it
points to a single repository at www.cyclonic.org:

# List of repositories to fetch plug - in definitions

# Uncomment the line be low to load plug - ins from the classpath
# http://classpath/plugins/

http://www.cyclonic.org/t2platform/plugins/
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10. EXTENDING TAVERNADDING A NEW ACTIVITYPE

Activities are the interface between T2 and the outside world. They encapsulate the I®gadadata to an
external resource, monitor that resource and receive the response. In the default configuration of a Processor
they are called by the Invoke layer at the bottom of the processor's dispatch stack.

You will implement a new Activity if youvea new class of external service (external to the workflow that is,
it could well be a local resource on the same machine). Note that this is a new ‘class’ of service, not a new
service instance, so you don't need to do this if you just want to talk texésting web service, for example.

The Activity is responsible for the following:

1. Given a configuration the activity must construct and configure appropriate input and output ports
representing the data the activity receives to run a process orettiernal resource and the data the
activity will send back as a result.

2. If the activity supports invocation (most will but it's optional, see abstract activities later) then it must
implement one of the various forms of invocation method. In the currertet@ase the only form
available is an asynchronous callback based invocation pattern.

In addition to these fundamental concerns an activity plugvill also need to support at least
some level of discovery and description so it can appear in the actigigtt@ within the
workbench and other systems. These are not needed when running the workflow, but if you
don't have them it's going to be hard for users to construct a workflow to run. An exception to
this is the case where you're constructing the entiverkflow including every instance of your
activity yourself through the API and therefore don't need the Ul support.

These aspects are not addressed here, but will be covered in a revision of this document in the
near future when the GUI APIs are finalized

10.1. ABSTRACT ACITINES

The Activity interface is very simple, in fact it doesn't support invocation of the activity. This is to allow abstract
activities- descriptions of an activity which are themselves not invokable. These can then be used Réthin t
dispatch stack to drive the selection and insertion of concrete activities that can be invoked ofiteratésn

or per-process basis. In general though you'll want to implement AlsgnchronousActivity interface which
does define an invocation mechani.

10.2. IMPLEMENTINGIE ASYNCHRONOUSACIMMNTERFACE

TheAsynchronousActivityinterface, found in the net.sf.taverna.t2.workflowmodel.processor.activity package,
defines an activity which is invoked asynchronously. This is fundamental to T2's thoelati mhere a thread

starts with an activity running and producing results, and ends when those results have been distributed to any
downstream entities within the workflow. The interface extends Activity with a single method:

public  void executeAsynch(Map <String, T2Reference> data,
AsynchronousActivityCallback callback);

This method takes a map of hamed T2Reference instances and a callback which is used to push any result or
failure messages back to the dispatch layer which launched the activity aestamlso allows you to access

the reference service (required to handle the input and output data magi®. dispatch layer that calls your
activity will ensure that the keys in the map correspond to the names of input ports on the activity itself.
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10.2.1. CONFIGURING YOARTIVITY

Activity is parameterized on a configuration type. The only constraint on this type is that it should be a java
bean, it must have a default rargument constructor and get / set methods for its parameters. It is the
activity configuration bean that is serialized in the workflow definition, not the activity itself, so your activity
must be able to configure itself from this bean. You need to implement the configure(...) and
getConfiguration() methods in your Activity first:

public  ConfigurationType getConfiguration();

public  void configure(ConfigurationType conf, Edits edits)
throws  ActivityConfigurationException;

The core function of the configure call is to set up the input and output ports on your activity. Of cpouse,
may want to perform other configuration here as well, but often the configuration bean itself is held within the
activity and used to configure other aspects on the fly or when first invoked.

The configure method is supplied with an Edits object. TdisEnterface defines all the operations to
manipulate the workflow model and is passed in here to allow your activity to construct new activity input
ports.

If you subclas#\bstractAsynchronousActivit{recommended) you can avoid having to deal with tBdits
interface directly for this purpose and instead use the various port construction methods in the abstract
superclass:

protected final  void addinput(
String portName,
int  portDepth,
List<Class<? extends ExternalReferenceSPI>> handledReferenceSchemes,
Edits edits) {

The activity input ports are similar to other input ports on, for example, Dataflow, but have an additional
property to indicate which external reference types they can deal with. For most cases you can spkoify nul
an empty list (which are equivalent and interpreted as 'l don't need a specific reference type").

If you havean activity which isn't going to deference its inputs but which will instead act directly on the
reference object and which therefore remes a particular reference type to be present then you should pass
in a list of the classes of the reference types you can hantfie reference system will attempt to translate
and build references to get to one of the types in the list you pass in.

pro tected final  void addOutput(String portName, int  portDepth,
int granularDepth , Edits edits) {

Activity output ports are simpler, and consist of the previously described depth and granular depth. If your
activity is not going to be pipelining the ressltfrom a single input job these will be the same within each
output port.
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10.2.2. INVOKING YRWACTIVITY

To fit with T2's thread model you should attempt to return from theecuteAsynchmethod as fast as
possible. To schedule a long running, possibly blocking, thread you should usejtlestRunmethod in the
callback. This will make use of any fiestance thread pools and allocates tasks, by default, on a first in / first
out basis. D not perform any substantial 'heavy lifting' in the calling thread, much of T2's performance is
dependent on this call returning quickly.

10.3. ADDING MONITCGRUPPORT TO AN ACTNI

The earlier section on workflow monitoring mentioned the potential f@egd' monitoring, where the monitor
contains information from the workflow state but in addition federates information in from external
processes. You can support this in your activity by implementing MioaitorableAsynchronousActivity
interface an exten®n of AsynchronousActivity.

The main difference is that the monitorable activities return a continuation object, this is then used by the

invocation system to fetch the monitorable properties and to continue to invoke the actual service. As with the
non-monitorable activity implementations you should return the continuation as quickly as possible and not

block the calling thread. The invocation method in the continuation should use the callback's requestRun
method as before to schedule any blocking tasks.

Note - the monitorable and steerable property interfaces are in tiet.sf.taverna.t2.monitor
API package.

Properties on activities are pull based, there is no way for a monitorable activity to actively push or notify a
state change to the monitor. This lisrgely for performance reasons, and the lack of a guaranteed reverse
connection from the resource to the enactor.

If your activity is an instance donitorableAsynchronousActivitthese properties will be federated into the
monitor state when the actity is invoked, all you need to do is implement the monitorable property interface
and return your implementatios

10.3.1. STEERABLECHHERTIES

The MonitorableProperty is a read only API. For properties which can be written to you can instead use the
SteembleProperty interface which extends MonitorableProperty and adds a set method for the property
value. This effectively exposes writable ferviceinstance state within the monitor and could be used by a
workflow monitor client to steer the underlying seurce. The exact form of steering will depend on the
property and the resource implementation.
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11. EXTENDING TAVERNADDING A NEW DISPATCAYER

The dispatch stack determines how jobs are taken from the queue populated by the iteration strategy and
usedto call operations on resources defined by the activity set including any fault handling operations. It
consists of a stack ddispatchLayetinstances.You can modify the pgurocessor invocation semantics of a
Taverna 2 workflow by adding, removing;aelering and configuring the processor's dispatch layers. You can
also add entirely new options by implementing a dispatch layer yourself.

You will want to implement DispatchLayer if you need to in some way modify the internal processing flow of a
ProcessarA typical example of this would be dynamic binditypu could write a layer which would +erite

the activity set supplied to the invocation layer on the fly by referring to some broker or other service-match
making resource. Similarly any control floype logic, such as recursive invocation (which is actually in the T2
code but not described here) or service selection based on data (for example an algorithm which operates
recursively and which chooses an activity based on the precision of the resuit$tfe previous recursion!).

Most developers will never need to implement this interface, but in general if you're thinking 'l wish Taverna
could handle foecontrollow-pattern' this is probably the place to start.

11.1. BACKGROUNDOHE DISPATCH STAMND DISPATCH LAYERS

Dispatch layers are message processwith) the top level layer in the stack receiving incoming jobs as a queue
from the iteration system and sending any final results or failure messages up to the procésserare four
possible mesages any layer can receive (shown with the message contents) :

T Queue
0 (queue: Reference to job queue
0 owner: Owning process identifier
0 activities: Activity list
1 Job
data: Map of input port name to data reference
owner: Owning process identifier
activities: Activity list
o id: Job identifier within this owning process
1 Failure
o0 owner: Owning process identifier
0 detail: Fault message
o id: Failure identifier within this owning process
1 Result
0 data: Map of output port name to data reference
0 owner: Owning process identifier
o id: Result identifier within this owning process

o O O

The first two of these messages come from the layer above in the stack, the last two from the layer below.
Each message reception other than Queue must cause at least one messeyrission, although it may be

after some arbitrary delay. Each layer declares the messages it can legally receive to allow for type checking of
the stack as a whole. Layers may maintain state, and may share that state with other layers through the
normal pva language mechanisms (typically class level fields).

In addition to these four message types any layer can declare itself to be notifiable, in which case it is also
messaged when new jobs are pushed into the job queue by the iteration strategy.
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The toplayer in the dispatch stack is sent the Queue message when the workflow is instantiated in the
workflow engine, effectively at the point the user requests a new workflow instance. The bottom layer in the
dispatch stack will almost always be an invokergndag the Job message and using the data and activity list

to (typically) find the first concrete activity and send the data held in the message to that activity.

We can define any individual dispatch layer implementation in terms of how it respon@gtoneessage type.

The last action for any given message must be the transmission of another message. In the current
implementation there are four layers provided to replicate the functionality of Taverna 1 in terms of
parallelism, failover, retry and invation; we can define the behaviour of these layers as foltows

11.1.1.CORE DISPATCH LAYHEHRARALLELISM

The parallelize layer consumes a queue of jobs from the iteration strategy and is responsible for ensuring that
at most 'n' jobs (determined by codfiration) are active at a time. It pulls jobs from the queue and sends them
downwards.

Queue 1. Create state keyed oowner
2. Pull up ton jobs fromqueuewherenis a configurable property of the laye
instance
3. Store the number of jobs sent as to a privateperty of this layer instance
4. For each job retrieved from the queue send construct and send Job me:
(down)
Job 1. Fail- not valid for this layer type (but would have been caught by chec
before this happened)
Failureor Result 1. If this is the last ressage with thiswnerthen forget state

2. Resend failure or result message (up)
3. Pull the next job from theueuefor thisowner, construct and send Jo
message (down)
(Notify) 1. If the number of currently active jobs is less thapull jobs from
the queueuntil n are active or the queue is empty, construct Job messac
and send (down)

11.1.2.CORE DISPATCH LAYHRSIOVER

The failover layer removes all but the first activity from an incoming job event, forwarding the modified job
down the stack. If iteceives a failure it retrieves the cached jobodifies it to only include thaext activity
and sends it down again. If it runs out of activities it relays the failure up the stack.

Queue 1. Fail- not valid for this layer type
Job 1. Create state keyed omwnerandid, state containsndex(int)set to zero
and the activity list

2. Create new Job message with saawener, id, data and with a new activity
list containing only the activity abdexfrom the original list, send (down)
Retrieve state fronownerandid
Incrementindex
If index= activity list length from state then resend Failure (up)
Otherwise create new Job withwner, id, data from state and new activity
list containing only the activity andexfrom the original activity list held ir
the state, send (down)
Forget state stored bgwnerandid
2. Resend Result (up)

Failure

DW=

=

Result
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11.1.3. CORE DISPATCAYERSRETRY

The retry layer responds to failure messages by, after a delasending the job that cause the failure. The
number of times itdoes this before giving up and sending the failure on up the stack and the delay between
retries is set by the layer configuration.

Queue 1. Fail- not valid for this layer type
Job 1. Create state keyed oomwnerandid, state contains retry delay propertie
and current retry count and the Job message
2. Resend Job (down)

Failure 1. Retrieve state fronownerandid
2. If retry count in state hasn't exceeded maximum allowed then incremer
wait for the appropriate time then resend Job (down) from state (actu
schealule it to be sent by another thread later but that's an implementati
detail)
3. Otherwise resend Failure (up)
Result 1. Forget state stored bgwnerandid

2. Resend Result (up)

11.1.4. CORE DISPATCAYERSINVOKE

The invoke layer takes an incoming jolessage and extracts the first activity and the data. It applies the data

to the activity and waits for results, when it receives them it sends them up as result messages. This is
generally the bottom layer in the stack, although there's nothing specialitaib otherwise, if you wanted to
completely change how T2 invokes jobs you could insert a new type of layer in its place.

Queue 1. Fail- not valid for this layer type

Job 1. Fetchdatafrom job, find the first invokablactivity from the activity list anc
applydatato it

2. Send either Failure (up) or Result (up) message depending on whethe

invocation succeeds (in this case we use a callback for threading reaso
as with retry this is an implementation detail)

Fallure 1. Fail- not valid for this layer type

Result 2. Fail- not valid for this layer type

As these examples show the layers can intercept and modify any mes#aigeis also the mechanism by
which dynamic binding through some form of resource broker woubdk, with the binding layer modifying
the activity list in the Queue and Job eventshen placed at the top above the Parallelize layer the binding
would occur once per instance, when placed just above the Invoke layer it would occuefgiretry ofevery
single job.

11.1.5DISPATCH LAYERRSDELLEBS PETRI NETS

Dispatch layers can be modelled as Petri Nets with places in the network corresponding to the layer receiving
each of the four (or five) message types. If layers are modelled in this wagothpositional behaviour is
simply a case of connecting places corresponding to message emission with the input places in the layers
above and below (depending on the message). This means that we can model any given configuration of the
entire dispatch stdc as a single Petri Net; the example below shows a three layer dispatch stack with a
Parallelize, Retry and Invoke layer (in fact all fault handling layers look the same in terms of this representation
so adding the Failover layer would have just confubeddiagram).
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11.2. IMPLEMENTINGNEW DISPATCH LAYER

Dispatch layers are, as previously described, message processors. Implementing a new layer is relatively
straightforward, you implement the DispatchLayer interface, with a convenience superclass
AbstractDispatchLayervailable which by default forwards all messages onto the next layer (up or down as
appropriate based on message type) and takes no other actions.

Dispatch layers are an extension type in the workflow and are constructed through reflection
thereforeyoumust provide a default neargument constructor.

The DispatchLayer interface has 'receiveXXX' methods, one for each of the four types of message (job queue,
job, result, error) and an addition one for result completion (for layers that camleapipelined activities).

The methods all have a similar signature, differing only in the kind of message they receive. For example, the
signature for the method to receive a new Job from the layer above is as follows:
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